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Mix-Align-Distil: Method Overview
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Figure 1: Training-time framework for cross-domain robustness.
Mix Align Distil
e MixStyle [1] simulates stain and e Domain-wise channel variance e Knowledge distillation [2] using
contrast shifts in feature space. loss on backbone features. an EMA teacher.
e Encourages structure-focused e Makes features invariant to e Stabilizes training and
features over color. domain shifts. predictions.

Our method diversifies styles, aligns domain statistics, and transfers stable predictions: boosting cross-domain
generalization with negligible inference overhead.
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Implementation, Results and Discussion

Implementation details

e Datasets & splits: MIDOG 2025 Atypical [3] & MIDOG 2021 AMi-Br subset [4]; 75/25 train-val (leakage-free).
Held-out evaluation on OMG-Octo Atypical [5] & TUPAC16 AMi-Br [6] subset.

e Training: DenseNet-121 backbone with MixStyle (early, mid), CBAM [7] before GAP; strong augmentations.

e Optimization: AdamW, ReduceLROnPlateau, Gradient Clipping; EMA-teacher KD [8] (7'=2); batch size 512.

Method Bal. Acc Sens. Spec. ROC AUC

Baseline 0.7933 0.9014 0.6851 0.8859
Ours 0.8762 0.8873  0.8651 0.9499

Table 1: Preliminary leaderboard results (Track 2).

Final discussion

e Tackles domain shift with three complementary, train-time components: MixStyle (style perturbation), feature
alignment, and EMA-teacher distillation.
e Robust on held-out domains with strong, balanced leaderboard metrics (Table 1), while remaining lightweight
(~ 28 MB) with minimal test-time overhead.
o Next steps: Adopt foundational model backbones (e.g. UniV2 [9], DINOv3 [10]) to further improve accuracy
and robustness.
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